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Setting the scene



713M+
Active users

184
Markets

100M+
Music tracks

500K+
Audiobooks

7M+
Podcast titles

480K+
Video podcasts



Our aim is to step-change how we optimize the 
value of our audio content in such a way that

one app becomes One 713M experiences.

ML/AI are core to providing these 713M 
experiences.

 

 

 

Elevating the 
Spotify experience



713M experiences: personalized playlists



Evolution of personalization

● Hand-picked playlists

● Like what you’d hear 
from a friend or editor

● Example: Indie Chill 
(human-made)

Human Curated Predictive Generative
● Machine learning 

predicts and ranks what 
you might like

● Based on listening 
history + behavior

● Example: Discover 
Weekly

● Recommendations 
adapt to mood, intent, 
and conversational input

● Produces on-demand 
curated sets tailored to 
each prompt

● Example: “Recommend 
me some podcasts to 
go deeper into Spotify's 
open source work”
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Algorithms

Training & Datasets
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Offline & online evaluation

Explicit & implicit feedback

Features
(items)

Features
(users)

Features
(others) Impact

Personalization at scale

Infrastructure
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Four use cases



Personalization as assembly layer

Candidate 
Generation

Vertical A

Vertical B

Vertical C

Vertical D

Relevance 
Ranking

 Business 
Logics



Candidate 
Generation

Vertical A

Vertical B

Vertical C

Vertical D

Relevance 
Ranking

 Business 
Logics

Driving 
catalog 

discovery

Handling 
vertical 

cold-start

Representing 
the user

Personalization as assembly layer

LLM-as-a-judge



One assembly layer, many tasks

Session-level prediction: before a session starts, predict an embedding close 
to the tracks the user will play

Next-track prediction: given the user’s listening history, predict the 
embedding of the next track

Future listening prediction: predict whether a user will listen to a given track 
in the next 7 days

Cross-domain classification: from music taste, predict which podcast show a 
user will follow



C Hansen, C Hansen, L Maystre, R Mehrotra, B Brost,  F Tomasi & M Lalmas. Contextual and Sequential User Embeddings for Large-Scale Music Recommendation. 
RecSys 2020.

G Fazelnia, E Simon, I Anderson, B Carterette & M Lalmas. Variational User Modeling with Slow and Fast Features. WSDM 2022.

G Fazelnia, S Gupta, C Keum, M Koh, I Anderson & M Lalmas.  Generalized User Representation for Transfer Learning. RecSys 2025.

1. User representation



Understanding user preferences is crucial for effective 
recommendations. How has our research shaped the 

development of user representations over time?



Is context 
important?

C Hansen, C Hansen, L Maystre, R Mehrotra, B Brost,  F 
Tomasi & M Lalmas. Contextual and Sequential User 
Embeddings for Large-Scale Music Recommendation. 
RecSys 2020.

Music streaming domain poses unique challenges:

● Short tracks, repeated listens, and session-based consumption
● Relevance is highly context-dependent (time & device)

Can modeling user preferences at the session's start help?

Time of day and device are important contextual factors. 

There are sequential patterns across sessions.

night and early morning 
sessions are no more similar 

than random chance

Session: group of tracks 
listened to in one sitting 
(boundary: 20 minutes of 

inactivity)



Embedding space
word2vec
word = track
sentence = playlist



Representing 
context using 
RNN 
embedding 
model.

C Hansen, C Hansen, L Maystre, R Mehrotra, B Brost,  F 
Tomasi & M Lalmas. Contextual and Sequential User 
Embeddings for Large-Scale Music Recommendation. 
RecSys 2020.

Sequence & context-aware embeddings help 
anticipating users’ music consumption. 

Recurrent neural network model learns users’ sequential listening behavior 
and adapts to current context.

Outperforms state-of-the-art (in 2020) by +10% in session and track 
recommendations.



Recommendations that are aware of a user’s 
state at any given time.

User state echos general user interests, momentary preferences, and 
listening context.

To stretch back the timeline to include longer history while keeping the 
model scalable, we design a hybrid architecture with slow and fast 
components to process all-time interests and momentary taste differently. 

How do we know 
where the user is 
in their 
preference 
journey?

History Now

Momentary listening patterns
(fast)

All-time listening
(slow)

x 1000 x 100 x 10

G Fazelnia, E Simon, I Anderson, B Carterette & M Lalmas. 
Variational User Modeling with Slow and Fast Features. 
WSDM 2022.



A variational autoencoder model with sequential and non-sequential 
components to analyze fast- and slow-moving features.

Combining sequential and general listening patterns significantly 
improves next-stream predictions.

This self-supervised architecture captures primary and nuanced user 
preferences, aiming at creating generalized user representations for 
various downstream tasks.

Learn a model 
that separates 
slow and fast 
features.

G Fazelnia, E Simon, I Anderson, B Carterette & M Lalmas. 
Variational User Modeling with Slow and Fast Features. 
WSDM 2022.

one downstream 
task: next-item 
prediction



How can we learn 
and represent 
diverse and 
changing user taste 
at large scale?

G Fazelnia, S Gupta, C Keum, M Koh, I Anderson & M 
Lalmas.  Generalized User Representation for Transfer 
Learning. RecSys 2025.

User representation is core to personalization across 
many applications

From the moment users join the platform, we need to learn and model their 
interests and incorporate them in many downstream products. 

Challenges

● Learning compact and rich representations that effectively capture user 
interests, yet remain sufficiently detailed to generalize across diverse 
downstream tasks.

● Designing a user representation model that works for cold-start users and 
improves as users become more established on the platform.

Search DiscoveryHome Personalized 
Playlists



Autoencoder 
Representation 
Learning with 
Transfer Learning. 

Unsupervised representation 
learning with autoencoders 

using variety of features 
+

Transfer learning for 
downstream fine-tunings

Encoder+decoder architecture for 
learning core user interests.

Training together on all users to enrich 
cold-start representations with signals 
from established users. 

Batch management for an extremely 
scalable implementation for +800 
million users and +100 million tracks

● +1.8% improvement over production baseline in track listening 
prediction 

● +5.0% improvement for cold-start user track prediction within four 
hour of joining the platform 

● +50% improvement over operation and storage costs

G Fazelnia, S Gupta, C Keum, M Koh, I Anderson & M 
Lalmas.  Generalized User Representation for Transfer 
Learning. RecSys 2025..
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Z Nazari, C Charbuillet, J Pages, M Laurent, D Charrier, B Vecchione & B Carterette. Recommending Podcasts for Cold-Start Users Based on Music Listening and Taste. 
SIGIR 2020.

M De Nadai, F Fabbri, P Gigioli, A Wang, A Li, F Silvestri, L Kim, S Lin, V Radosavljevic, S Ghael, D Nyhan, H Bouchard, M Lalmas & A Damianou.  Personalized Audiobook 
Recommendations at Spotify through Graph Neural Networks. The Web Conference 2024.

2. Solving vertical cold-start
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Online platforms frequently add new content 
verticals. 

Music 2023: Audiobooks2019: Podcasts

How can we develop representations that enable effective 
recommendations during the cold-start phase?



Using user music tastes to infer interest in 
podcasts.

Various ways that we can capture a user music tastes. 

How can we 
recommend a 
new vertical 
(podcasts)?

Z Nazari, C Charbuillet, J Pages, M Laurent, D Charrier, B 
Vecchione & B Carterette. Recommending Podcasts for 
Cold-Start Users Based on Music Listening and Taste. 
SIGIR 2020.

Genre Information

Hip Hop
Indi
e

Rock

Music Embeddings Top Artists

We represent user music tastes as heterogeneous features
● Sparse features: genres, artists, demographics
● Dense features: music taste vectors



Cross-domain 
transfer 
methodology.

● Increase in podcast stream rate by +50%  and in new podcast follows by +54%
● Users’ top 100 favorite artists was best indicator of podcast interest. Demographics 

complemented it.

In production since June 2019! Still in use as additional inputs to podcast recommendations.

Extreme multi-class classification  

Modeled by a multi-layer perceptron, where each podcast show is a possible class & the 
model is trained to predict whether a user followed a podcast.

Z Nazari, C Charbuillet, J Pages, M Laurent, D Charrier, B 
Vecchione & B Carterette. Recommending Podcasts for 
Cold-Start Users Based on Music Listening and Taste. 
SIGIR 2020.

podcast shows

features



How can we 
recommend a 
new vertical 
(audiobooks)?

M De Nadai, F Fabbri, P Gigioli, A Wang, A Li, F Silvestri, L 
Kim, S Lin, V Radosavljevic, S Ghael, D Nyhan, H 
Bouchard, M Lalmas & A Damianou.  Personalized 
Audiobook Recommendations at Spotify through Graph 
Neural Networks. The Web Conference 2024.

User Streamings Co-Listening Graph

Content
      Recommendation

audiobook taste &  
podcast taste are 

correlated.

→

Users with similar audiobook preferences tend to 
have more in common when it comes to podcast 
preferences than users chosen at random.

● When launched, we had sparse audiobook consumption and dense 
podcast consumption. 

● Audiobooks came with metadata that could be used to represent them.



Leveraging graph 
learning, to model 
co-listening and 
LLMs to analyze 
content.

M De Nadai, F Fabbri, P Gigioli, A Wang, A Li, F Silvestri, L 
Kim, S Lin, V Radosavljevic, S Ghael, D Nyhan, H 
Bouchard, M Lalmas & A Damianou.  Personalized 
Audiobook Recommendations at Spotify through Graph 
Neural Networks. The Web Conference 2024.

Cross-content type consumption: Graph learning captures multi-hop (long-range) 
patterns in consumption.

Content similarity: Each audiobook and podcast node has a set of features derived from 
an LLM applied on their title & description.

The HGNN produces audiobook/podcast representations blending content and 
consumption information.

Heterogeneous Graph 
Neural Network  (HGNN)



Lightweight 
downstream 
model for fast 
predictions.

M De Nadai, F Fabbri, P Gigioli, A Wang, A Li, F Silvestri, L 
Kim, S Lin, V Radosavljevic, S Ghael, D Nyhan, H 
Bouchard, M Lalmas & A Damianou.  Personalized 
Audiobook Recommendations at Spotify through Graph 
Neural Networks. The Web Conference 2024.

In production since July 2023. Also now used for podcasts recommendations.

Two-Tower Model

● Representations from the HGNN fed into a two-tower model. 

● If user Repr(U1) is similar to an audiobook Repr(A2), this means that user 
U1 will likely enjoy Audiobook A2. 

● The two-tower model is lightweight allowing for scalability.

Online A/B test (“Audiobook for You”) shows a 23% 
increase in audiobook stream rates and a 46% 
boost in people starting  new audiobooks.
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E Palumbo, A Damianou, A Wang, A Liu, G Fazelnia, F Fabbri, R Ferreira, F Silvestri, H Bouchard, C Hauff, M Lalmas, B Carterette, P Chandar & D Nyhan. Graph Learning for 
Exploratory Query Suggestions in an Instant Search System.  CIKM 2023.

G Penha, E Palumbo, M  Aziz, A Wang & H  Bouchard.  Improving Content Retrievability in Search with Controllable Query Generation. The Web Conference 2023.

3. Catalog discovery



A growing catalog can make it challenging for 
users who have a vague idea of what they want or 

are unaware of all the available options.

Niche content

Popular items

Hidden gemsOpportunities for 
discovery

How can we help users explore the full breadth and depth of our 
catalog?



How can we 
influence search 
behavior toward 
exploratory 
intents?

Users should be supported and inspired to do exploratory searches, 
while minimizing typing effort and leading toward successful sessions.

● Well-formulated, complete 
queries help segment the 
catalog in exploratory intents.

● Typing long queries is 
time-consuming.

● Users do not know the full 
extent of our catalog, but we do.

Most users search for familiar and popular items 
using short queries.

We want to assist and inspire users 
to formulate effective exploratory queries.

E Palumbo, A Damianou, A Wang, A Liu, G Fazelnia, F 
Fabbri, R Ferreira, F Silvestri, H Bouchard, C Hauff, M 
Lalmas, B Carterette, P Chandar & D Nyhan. Graph 
Learning for Exploratory Query Suggestions in an 
Instant Search System.  CIKM 2023.

`



Graph learning 
model boosts 
exploratory 
searches.

A graph learning model (here node2vec) based 
on rich heterogeneous data provides exploratory 
query suggestions.

Heterogeneous graph including 
queries, entities and success 

signals 
+

node2vec encodes the graph in a 
vector space

=
Exploratory query suggestions are 

displayed by finding nearest 
neighbors to the user’s query

E Palumbo, A Damianou, A Wang, A Liu, G Fazelnia, F 
Fabbri, R Ferreira, F Silvestri, H Bouchard, C Hauff, M 
Lalmas, B Carterette, P Chandar & D Nyhan. Graph 
Learning for Exploratory Query Suggestions in an 
Instant Search System. CIKM 2023.

Online test proved that adding the graph learning query suggestion source 
leads to several improvements with no impact on latency.

● Coverage: +1.42% shown query suggestions
● Engagement: +1.21% clicked query suggestions 
● Exploratory searches: +9.37% clicked exploratory query suggestions



How can we 
increase the 
discoverability of 
entities with 
search?

G Penha, E Palumbo, M  Aziz, A Wang & H  Bouchard.  
Improving Content Retrievability in Search with 
Controllable Query Generation. The Web Conference 
2023.

Niche content

Popular items

Hidden gemsOpportunities for 
discovery

Users should be able to discover the entire catalogue of entities, 
but the retrievability bias is an obstacle to discovery.

● Users with exploratory mindsets 
issue broad queries and have 
higher tolerance for discovery. 

● Most queries have a narrow 
intent, leading to only a few 
entities from the catalog.

● Search systems trained on 
query logs have a retrievability 
bias.

Search logs have a high percentage of narrow 
queries that lead to popular items.

We want users to discover items through search.



LLM-based model 
improves content 
discoverability.

CtrlQGen Query

Intent t

Increasing discoverability in search via 
LLM-generated queries with diverse intents.

track, podcast, audiobook, …

LLM-based

G Penha, E Palumbo, M  Aziz, A Wang & H  Bouchard.  
Improving Content Retrievability in Search with 
Controllable Query Generation. The Web Conference 
2023.

t=narrow or broad

Entity

LLMs  to generate queries with 
multiple intents 

+
Bi-encoder models trained with a 
balanced distribution of queries

+
Displaying synthetically generated 
broad queries to users via query 

suggestion

Examples of broad intent queries:

- morning music to wake up 
- podcasts to discover a new language
- adventure-filled audiobooks

● A similar approach for making audiobooks more discoverable has been 
deployed, resulting in a +1.82%  increase in clicks on exploratory queries and a 
+1.22% increase in clicks on the search engine results page.
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Francesco Fabbri, Gustavo Penha, Edoardo D'Amico, Alice Wang, Marco De Nadai, Jackie Doremus, Paul Gigioli, Andreas Damianou, Oskar Stal, Mounia Lalmas. Profile-aware 
LLM-as-a-Judge for Podcasts: A Better Middle Ground Between Offline Metrics and A/B Tests. RecSys 2025.

4. LLM-as-a-judge



When exploring 
new (open-ended 
AI powered) 
features, how can 
we detect quality 
issues before 
deploying the 
feature to 
listeners?

● LLMs act as evaluators, 
mimicking human judgment to 
assess system outputs and 
components

● A bridge between offline metrics 
and human perception

● Scalable, low-cost, a 
complement to user research.

A new tool: LLM-as-a-judge

Francesco Fabbri, Gustavo Penha, Edoardo D'Amico, Alice 
Wang, Marco De Nadai, Jackie Doremus, Paul Gigioli, 
Andreas Damianou, Oskar Stal, Mounia Lalmas. 
Profile-aware LLM-as-a-Judge for Podcasts: A Better 
Middle Ground Between Offline Metrics and A/B Tests. 
RecSys 2025.

podcast recommendation



Employees to the 
rescue! 1. Create user profile: Summarize 90 days of listening history of 

50 employees into a textified natural-language profile.

Evaluating Podcast Recommendations with 
Profile-Aware Judges

Francesco Fabbri, Gustavo Penha, Edoardo D'Amico, Alice 
Wang, Marco De Nadai, Jackie Doremus, Paul Gigioli, 
Andreas Damianou, Oskar Stal, Mounia Lalmas. 
Profile-aware LLM-as-a-Judge for Podcasts: A Better 
Middle Ground Between Offline Metrics and A/B Tests. 
RecSys 2025.



No prompt 
optimization.

Creating a user profile from raw listening data

Francesco Fabbri, Gustavo Penha, Edoardo D'Amico, Alice 
Wang, Marco De Nadai, Jackie Doremus, Paul Gigioli, 
Andreas Damianou, Oskar Stal, Mounia Lalmas. 
Profile-aware LLM-as-a-Judge for Podcasts: A Better 
Middle Ground Between Offline Metrics and A/B Tests. 
RecSys 2025.



Employees to the 
rescue! 1. Create user profile: Summarize 90 days of listening history of 

50 employees into a textified natural-language profile.
2. Generate recommendations: Model A vs. Model B produce 

episode recommendations.
3. Run LLM-as-a-judge

● Pointwise: whether each episode aligns with the profile.
● Pairwise: Compare models A vs. B; select the better fit.

4. Collect human feedback: the 50 employees review 
recommendations, focusing on interest alignment.

5. Compare alignment: Assess how closely LLM judgments match 
employee feedback.

Evaluating Podcast Recommendations with 
Profile-Aware Judges

Francesco Fabbri, Gustavo Penha, Edoardo D'Amico, Alice 
Wang, Marco De Nadai, Jackie Doremus, Paul Gigioli, 
Andreas Damianou, Oskar Stal, Mounia Lalmas. 
Profile-aware LLM-as-a-Judge for Podcasts: A Better 
Middle Ground Between Offline Metrics and A/B Tests. 
RecSys 2025.



LLM-as-a-judge 
aligns closely with 
human judgments. ● Profile-aware judges are aligned with 

human judgments.
○ Reliable at episode (pointwise: 75%) 

and model (pairwise: 66%) levels.

● In a zero-shot setting, LLM judges 
identified ~66% of “bad fit” episodes 
flagged by users.

○ Provides scalable detection of low 
quality recommendations.

● Using more episodes to build profiles 
increase judgment accuracy.

LLM-as-a-judge bridges the gap between 
fast-but-biased offline metrics and slow, costly 
A/B tests.

Francesco Fabbri, Gustavo Penha, Edoardo D'Amico, Alice 
Wang, Marco De Nadai, Jackie Doremus, Paul Gigioli, 
Andreas Damianou, Oskar Stal, Mounia Lalmas. 
Profile-aware LLM-as-a-Judge for Podcasts: A Better 
Middle Ground Between Offline Metrics and A/B Tests. 
RecSys 2025.
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Looking Ahead



Pre-trained foundational models can serve as a backbone for recommendation 
systems, search engines, and many other related tasks. How can they be 
combined with other approaches to capture aspects they cannot address alone?

How can AI and human editors collaborate ensures the quality and relevance of 
content, combining the strengths of both for optimal personalized experience?

Safety is a major research area in generative AI. How can we ensure we remain at 
the forefront as foundational models “grow” and are applied to an increasing 
number of use cases and scenarios?

Any recommendation or search system must efficiently handle large amounts of 
data and user requests. How can we ensure our systems are scalable and 
maintain low latency?



Thank you


